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ABSTRACT

Aim/Purpose The aim of this article is to provide doctoral research supervisors with a practical
pedagogical toolkit for guiding students toward modern estimation thinking and
precision-based sample planning. The toolkit is intended to reduce over-reliance
on null hypothesis significance testing (NHST) and to enhance dissertation in-
terpretability, reproducibility, and meta-analytic value.

Background Despite decades of NHST criticism, doctoral programs often require quantita-
tive dissertation research within an NHST framework. An estimation approach
that focuses on the point estimate and confidence interval is philosophically dif-
ferent from the dichotomous thinking in NHST. Doctoral research supervisors
face challenges when guiding their students through this controversy, as many
students understand statistics from an NHST perspective. This knowledge gap
creates challenges when planning dissertation research and obtaining committee
approval.

Methodology Through a synthesis of seminal articles, statistics texts, and recent publications, a
pedagogical resource for research supervisors is presented that explains difficult
concepts such as p value, conditional probability, alpha (x), beta (B), point esti-
mate, confidence intervals, and precision-based sample planning. Key concepts
are illustrated using relatable examples such as a pain scale and the Beck Depres-
sion Inventory.
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This pedagogical resoutce presents a supervisory toolkit that clarifies the distinc-
tion between traditional NHST approaches and contemporary estimation think-
ing and supports doctoral research supetvisors in planning, interpreting, and re-
porting quantitative studies. The paper includes three core pedagogical tools: (1)
“How-To” boxes to support supervisory practice, (2) applied examples using fa-
miliar measures (pain scales and the BDI-II), and (3) a staged roadmap of key
supervisor questions across the dissertation process. It also provides four tech-
nical resources: (4) Appendix A (mapping effect-size indices to 10 common sta-
tistical tests), (5) Appendix B (manual computation formulas with interpretive
benchmarks), (6) Appendix C INHST quiz answers and explanations), and (7)
precision-based planning checklists.

The synthesis demonstrates that applying estimation thinking enhances interpre-
tation, promotes precision-based sampling, and improves the reporting and ped-
agogical coherence of quantitative dissertation research.

Research supervisors should help novice researchers understand and apply esti-
mation approaches when supervising dissertation research. When an NHST
framework is primarily used, supplementing it with an estimation approach will
aid in planning, execution, and reporting quantitative results. This integrated ap-
proach helps students recognize the value of their research beyond dichotomous
NHST interpretations.

Recommendations consistent with APA guidelines assist research supervisors in
guiding their students by evaluating design options, planning research, undet-
standing and reporting statistical results, and aligning with cumulative meta-ana-
Iytic literature.

When research supervisors guide their students to apply estimation thinking, the
resulting research is more interpretable, reproducible, and actionable. Estimation
results support practical significance by providing effect sizes and confidence in-
tervals that can be meaningfully interpreted. By ensuring these values can also be
aggregated across studies, estimation thinking enhances the meta-analytic value
of dissertation research. Understanding the distinction between statistical signifi-
cance and practical significance strengthens the societal impact of research find-
ings, enhancing dissertation reproducibility, interpretability, and meta-analytic
value for cumulative science.

Future research should examine how statistical cognition in estimation thinking
develops among doctoral researchers under different supervisory approaches
and continue to refine pedagogical resources that promote understanding of es-
timation thinking.

Keywords research supervisor, doctoral supervision, null hypothesis significance testing
(NHST), estimation, effect size, confidence intervals, statistical power, precision
sampling, dissertation research

INTRODUCTION

When Jacob Cohen (1994) wrote his paper humorously titled “The Earth is Round (p < .05)”, he out-
lined key criticisms of null hypothesis significance testing (NHST) and the distorting effects it can
have on scientific research. Although Cohen jokingly described his critique of NHST as a “grumpy
old man,” his paper offered valuable insights into the limitations of the NHST approach. It empha-
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sized the importance of focusing on effect sizes. Cohen’s arguments prompted the American Psycho-
logical Association (APA) to form a task force (Wilkinson & Task Force on Statistical Inference,
1999) to address his concerns and provide preliminary recommendations for improving the reporting
of quantitative results. The aim of this article is to provide research supervisors with a practical peda-
gogical toolkit for teaching doctoral students estimation thinking and precision-based sample plan-
ning, enabling more accurate interpretation, reproducible reporting, and meta-analytically valuable
dissertation research. Taken together, these approaches align with what is often termed “the new sta-
tistics,” which emphasizes effect sizes, confidence intervals, and cumulative evidence (Calin-Jageman
& Cumming, 2019; Cumming, 2014)

After several editions in which changes to quantitative reporting were gradually adopted, the Publica-
tion Manual of the American Psychological Association (Tth ed.) (American Psychological Association, 2020)
now recommends the inclusion of effect sizes, confidence intervals, and substantive interpretations
of effects when reporting quantitative results. Nevertheless, decades after Cohen’s (1994) article, the
challenges associated with NHST persist and continue to generate controversy among psychological
researchers, educators, and doctoral students (Giofre et al., 2017, 2023; Kline, 2013; McGiffin et al.,
2021).

Kline (2020) described the current state of the NHST crisis as an overlap between three fundamental
problems. First, incorrect p value reporting in empirical studies remains a persistent problem. Second,
2 values may be misinterpreted, and analysis results may be inaccurate. Lastly, p-hacking, a practice of
adjusting design until the desired p value is generated, is considered a fraudulent approach to re-
search, even when done unintentionally. Kline found that doctoral students (and a substantial num-
ber of their supervisors) did not understand the fundamentals of the p value and the associated com-
plexities of NHST well.

Recent best-practice reviews emphasize that doctoral supervision is a specialized form of pedagogy
requiring explicit guidance, structured support, and intentional skill development by supervisors
(Polkinghorne et al., 2023). In this paper, we review foundational NHST concepts and common mis-
interpretations, introduce estimation thinking and meta-analytic logic as complementary and increas-
ingly preferred frameworks, and explain effect sizes, confidence intervals, and precision-based sam-
pling using relatable examples. We conclude with specific best-practice recommendations for supet-
visors, along with a discussion of practical implementation barriers and strategies. Together, these
components form a supervisory toolkit designed to help research supervisors guide doctoral students
in planning studies, interpreting findings, and reporting results in ways that align with contemporary
perspectives on NHST, estimation thinking, and meta-analysis.

METHOD FOR DEVELOPING THE PEDAGOGICAL RESOURCE

This pedagogical resource was developed through a targeted synthesis of seminal and contemporary
literature on null hypothesis significance testing (NHST) critiques, estimation thinking, and precision-
based planning. The process began with foundational works by Mechl (1967) and Cohen (1988,
1994), which established long-standing concerns about NHST misinterpretations. Subsequent
sources included Kline (2013) for statistical reform principles, Cumming (2012) for statistical cogni-
tion and estimation frameworks, and related texts on meta-analytic logic (e.g., Card, 2012). Although
the NHST controversy spans decades, the resource prioritizes practical applications for doctoral su-
pervisors, emphasizing conceptual clarity and computational tools.

Literature search strategy

Searches were conducted using the Grand Canyon University Library’s EBSCOhost platform (in-
cluding databases such as PsycINFO, Academic Search Complete, and Education Research Com-
plete). Key terms included combinations of “statistical cognition,” “NHST controversy,” “estimation
statistics,” “effect size teaching,” “precision-based sample size,” “how to write a meta-analysis,” and
“doctoral supervision and statistics.” Elicit was also used to request literature results for “Enhancing

2 <c



Moving Beyond NHST

estimation thinking in doctoral supervision” and “What is the controversy concerning NHST.” In-
clusion criteria prioritized peer-reviewed articles, textbooks, and methodological guides published
since 1988, with emphasis on works offering pedagogical applications or critiques relevant to gradu-
ate education and supervision. Seminal sources were supplemented with more recent empirical evi-
dence on persistent NHST misunderstandings in doctoral training,

Selection of worked examples and formulas

The pain scale (0-10) and Beck Depression Inventory—II (BDI-1I) examples were selected for their
widespread use in behavioral and health sciences literature, clear interpretive benchmarks (e.g., sever-
ity categories for BDI-1I, observable differences for pain reduction), and presumed familiarity to su-
pervisors and students in psychosocial fields. These scales facilitate relatable illustrations of point es-
timates, confidence intervals, and precision planning. Formulas in Appendix B were drawn directly
from authoritative sources (e.g., Cohen, 1988; Cumming, 2012; Lakens, 2013) and cross-verified
against common software output (e.g., SPSS) to ensure accuracy and manual computability when au-
tomated values are unavailable. Appendices A and B were iteratively refined to map effect sizes to 10
common tests and provide practical computation guidance.

NHST CRITIQUES

The process of hypothesis testing involves three key elements: the p value, alpha (), and beta (B).
Although the p value and a are often used together in NHST, they represent distinct concepts. The p
value is a conditional probability that indicates the likelihood of obtaining the observed data (or more
extreme data) if the null hypothesis were true (Cohen, 1994). Importantly, a p value does not repre-
sent the probability that the null hypothesis is true, a common misconception. In NHST, the null hy-
pothesis is assumed true unless the data suggest otherwise; students often mistakenly interpret p as
the probability that the null is true given the data (p = Ho | Data), whereas it actually evaluates the
data given the null (p = Data | Hp). As Cohen (1994) argued, this reverse logic means NHST pro-
vides p = (Evidence | Hypothesis) rather than the desired p = (Hypothesis | Evidence), failing to re-
veal the magnitude of associations or mean differences. Misunderstanding this often leads students to
claim p < .001 as “highly significant,” confusing conditional probability with effect size, an error that
can lead to erroneous conclusions. The p value thus setves only as a dichotomous decision tool for
rejecting or failing to reject the null.

Alpha (@) and Beta (§)

Alpha (a) is the researcher-set threshold for Type I error (false positive), conventionally .05 (5% risk
of rejecting a true null). Beta (§) addresses Type II error (false negative), with power (1 — §) conven-
tionally .80 (8 = .20). Cohen (1988) proposed this 4:1 ratio because Type I errors were viewed as
more serious and low power was common in social sciences; this remains standard in psychosocial
research. These are conventions, not absolutes, and can be adjusted based on study goals, though
they do not incorporate prior probabilities.

Null hypothesis significance testing represents a “frequentist” approach to statistics, which is based
on the probability of long-run frequencies. However, alternative statistical approaches offer different
ways to think about them. Cumming (2012) noted that the frequentist logic underlying NHST pro-
motes dichotomous thinking, a pass/fail perspective in which research outcomes ate judged solely on
whether the null hypothesis is rejected.

Box 1 offers an NHST Quick-Check Quiz adapted from Kline (2020). The answers and explanations
may be found in Appendix C.
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Box 1: NHST Quick-Check Quiz (10 Item T/F Assessment)

Understanding the implications of p value is essential to interpreting results in the literature review
and understanding the conclusions presented in research studies. This understanding will be essen-
tial to explaining your own results and defending your findings.

Common p Value Misconceptions 10-Item True/False Assessment (Iustructions for Supervisors:
Use this quick-check quiz during proposal meetings, analysis discussions, or mock. defenses.)
1. A 95% confidence interval means there is a 95% probability that the true population pa-
rameter lies within the interval bounds. True/False
2. The p value represents the probability that the null hypothesis is true given the observed
data. True/False
3. Alpha (q) is the researcher-set threshold for the risk of a Type I etror, commonly set at
.05. True/False
4. In NHST, a p value less than alpha (e.g., p < .05) proves that the alternative hypothesis is
true. True/False
5. Beta (f) addresses the risk of a Type II error, and power is calculated as 1 — f. True/False
6. A small p value (e.g., p < .001) indicates a large effect size. True/False
7. With a very large sample, even a very small effect can produce a very small p value.
True/False
8. A statistically significant result (e.g., p < .05) automatically implies the finding is practically
ot clinically important. True/False
9. A nonsignificant p value (e.g., p > .05) means the null hypothesis is true. True/False
10. If a study obtains p = .01, there is a 99% probability that the finding will replicate in a di-
rect replication attempt. True/False

Supervisor Questions for p Value Discussions:
e What does p actually represent? (Probe for conditional vs. inverse probability.)
e  Why can’t we say p < .05 “proves” anything?
e How might we interpret this result using estimation instead?

e Ifastudent says » <.001 means the effect is huge or highly significant,” how would you
correct this?

e  What does the confidence interval tell us that p does not?

Key Teaching Point:

Kline (2020) notes these misconceptions persist among many doctoral students, contributing to
misinterpretation of results and poor planning. Redirect students to report effect sizes, confidence
intervals, and precision instead of relying on p value dichotomies alone.

ESTIMATION THINKING

Estimation thinking emphasizes effect sizes and confidence intervals, focusing on research questions
that ask “to what extent” a population effect exists (Calin-Jageman & Cumming, 2019). Estimation
thinking remains within the frequentist framework, but its emphasis on practical and clinical signifi-
cance allows researchers to probe deeper into research questions by understanding “how much” ra-
ther than simply “if” there is an effect. Dichotomous results tend to foster dichotomous conclusions,
which may not withstand the scrutiny of a dissertation defense or justify financial investment in ap-
plied settings (McShane et al., 2019). The estimation approach moves beyond the controversy of
NHST without the complexity of Bayesian probabilities. It also supports meta-analysis by effective
reporting of effect sizes and confidence intervals (Stukas & Cumming, 2014).
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META-ANALYTIC THINKING

Meta-analytic thinking extends the estimation framework by examining the cumulative body of evi-
dence to evaluate the magnitude and consistency of effects. In meta-analysis, each individual study is
considered a participant that contributes to the overall analysis. Conclusions are then updated
through statistical analysis of these contributing studies. Meta-analysts, therefore, focus on effect
sizes, not p values (Card, 2012; Grover & Naskar, 2024).

Because some journal editors favor statistically significant results, meta-analysts also search for un-
published studies relevant to their research questions. This issue is commonly referred to as the “file
drawer problem,” describing the tendency for studies containing valuable nonsignificant results (p >
.05) to remain unpublished, thus remaining metaphorically “in the researcher’s file drawer.” This loss
of accessible scientific information is a significant problem for meta-analysts and others attempting
to conduct systematic reviews (Card, 2012; Prill et al., 2021). When unpublished studies are excluded,
valuable information such as effect sizes cannot be incorporated into analyses, leading to a biased
and incomplete view of the research landscape. Research supervisors should help their doctoral stu-
dents recognize that dissertations are a valuable source of data for meta-analysts as they frequently
include studies reporting effect sizes that may not appear in academic journals. Research supervisors
who emphasize the importance of high-quality doctoral research in meta-analytic studies help stu-
dents understand the value of dissertation research beyond institutional requirements and possible
single-study publication.

Of these approaches, estimation thinking forms the basis of the ‘new statistics’ (Calin-Jageman &
Cumming, 2019; Cumming, 2014), which integrates effect sizes, confidence intervals, and meta-analy-
sis. The new statistics shift interpretation away from single-study dichotomous decisions and toward
evaluating the extent to which findings are practically meaningful and actionable, thereby strengthen-
ing cumulative knowledge through meta-analysis and systematic review (Stukas & Cumming, 2014).
Doctoral supervisors may also encounter Bayesian approaches as an alternative inferential frame-
work. Bayesian inference combines prior information with observed data to produce posterior distri-
butions, offering a different way to quantify uncertainty than frequentist methods (Kaplan, 2024).
Although a full discussion of Bayesian statistics is beyond the scope of this paper, supervisors should
be aware that Bayesian reporting is increasingly common in some literatures and may help address
questions that learners sometimes (incorrectly) expect p values to answer.

EFFECT SIZE THEORY

Understanding effect size begins with understanding the point estimate. The point estimate provides
the most accurate single estimate of the population effect based on the sample data, capturing both
its direction and magnitude. The point estimate is independent of the p value and does not depend
on achieving statistical significance. The point estimate represents the midpoint of the confidence in-
terval and remains the same regardless of whether the result is p < .05 or p > .05.

Different statistical analyses use different effect size indices. The chart in Appendix A provides effect
size indices commonly associated with specific statistical tests. To determine the point estimate, the
researcher selects the appropriate effect size index for the analysis and calculates the point estimate
using the corresponding formula. Many of these indices are generated automatically in SPSS output
ot by selecting the effect size option when executing the analysis. For indices not automatically calcu-
lated, supervisors should guide their students to compute the point estimate manually from the re-

ported results (see Appendix B).

Before investing the resources required to conduct research, it is advisable to thoughtfully evaluate
the desired effect size rather than relying solely on convention. The appropriate effect size depends
on the purpose and design of the study. When Cohen (1988) developed his effect size indices, he en-
visioned medium and large effects as those that were readily observable in everyday life. Cohen also
emphasized that effect size indices were intended to provide “... a common frame of reference ...
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recommended for use only when no better basis for estimating the effect size index is available”

(1988, p. 25).

When considering Cohen’s , the most well-known of Cohen’s effect size indices, and its corre-
sponding correlation coefficient benchmarks, offer a more comprehensive understanding of both
mean differences and associations. Cohen (1988) noted that the approximate conversions are:

d= .20, r= .10, # = .01, accounting for 1% of the variance.
d= .50, r= .24, # = .06, accounting for approximately 6% of the variance.
d = .80, r= .37, » = .14, accounting for approximately 14% of the variance.

Note that even a large effect size accounts for only 14% of the variance, leaving most of it unex-
plained. These conversions help to put Cohen’s 4 into perspective; however, Cohen (1988) also pro-
vided a more relatable example:

d = .20, approximately the mean size difference between 15 and 16-year-old gitls.
d = .50, approximately the mean size difference between 14 and 18-year-old girls.
d = .80, approximately the mean size difference between 13 and 18-year-old girls.

This example reflects Cohen’s original intent that even a medium effect size (4 = .50) should be no-
ticeable to a casual observer. This has two implications for research planning and the selection of a
target effect size. First, some differences, such as variations in physical size among teenage girls of
different ages, are so obvious that a formal study is unnecessary to detect a medium or large effect. In
contrast, a study examining the effectiveness of a pain treatment would appropriately aim to detect a
noticeable, medium, or large effect, because larger treatment effects correspond to greater average
reductions in pain. From a practical perspective, individuals experiencing pain would be expected to
prefer a treatment that produces an observable benefit rather than one that is merely statistically sig-
nificant.

Although medium and large effect sizes are typically more visible, small effect sizes can also be mean-
ingful. Effects that accumulate over time may yield substantial long-term value, and in political, ot-
ganizational, or medical contexts, even small differences can be important when they influence large
populations. In psychological research, multiple variables often work together to explain variance,
with each contributing a small but essential component of the overall model. Just as a puzzle is in-
complete without all of its pieces, the interpretation of a phenomenon may be incomplete if small
but meaningful effects are ignored. These considerations are central to study design and inform deci-
sions about sample size, standard error, and confidence intervals.

CONFIDENCE INTERVALS AND PRECISION

Confidence intervals provide a range of plausible values for a population effect size parameter based
on sample results (Calin-Jageman & Cumming, 2024; Cumming, 2012). They are reported with upper
and lower limits, along with a specified level of confidence that the true effect lies within those limits
(e.g., 95% CI [1.02, 5.49]). The precision of the confidence interval is reflective of the research de-
sign. Whereas power-based sample calculations emphasize statistical power, precision-based calcula-
tions focus on the effect size and the desired width of the confidence interval (Kalinowski et al.,
2018).

In practical terms, consider an example using the Beck Depression Inventory. The Beck Depression
Inventory-1I (BDI-II; Beck et al., 19906) is an instrument containing 21 items rated on a scale of 0-3.
Individual responses are summed so that the aggregated score ranges from 0 to 63. According to
general interpretive guidelines, BDI-II scores of 0-13 indicate minimal depression, 14-19 mild depres-
sion, 20-28 moderate depression, and 29-63 severe depression. In research focused on depression,
how much tolerance for the width of the confidence interval would be appropriate? If the confidence
interval were 10 points, it could span multiple severity categories, making it difficult to determine the
true effect of the treatment or whether there is a clinically meaningful improvement. This example
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demonstrates the importance of precision-based sampling and interpreting results in terms of effect
size and confidence intervals, rather than solely focusing on statistical significance (Calin-Jageman &
Cumming, 2024; Rosenthal & Rosnow, 2008).

When the literature does not provide a clear framework to interpret results, a researcher may adopt
alternative approaches to discern a confidence interval that offers practical and actionable value (Ca-
lin-Jageman & Cumming, 2024; Kalinowski et al., 2018). Another approach is to consider the per-
centage of the measurement scale that a confidence interval could meaningfully occupy and still pro-
vide practical benefit. Prior studies have proposed a guideline for confidence intervals based on sta-
tistical power (Maxwell et al., 2008). For example, consider two pain treatment options, each report-
ing a mean reduction of 2 points on a 10-point scale. Treatment 1 had a 95% CI [0.50, 3.50]. Treat-
ment 2 had a 95% CI [1.50, 2.50]. Which treatment is best? Treatment 1 has a 3-point (30%) confi-
dence interval width, while Treatment 2 only has a 1-point width (10%). If a patient reports a pain
level of 7 and hopes to reduce it to 5, Treatment 1 could lower the pain to between 3.5 and 6.5, pos-
sibly too small to notice the reduction (effect). In contrast, Treatment 2 would likely reduce pain to
between 4.5 and 5.5, providing greater confidence in achieving a meaningful 2-point reduction.

Although both treatments yield the same estimated reduction, the research supporting Treatment 2 is
based on more precise planning. Research design for Treatment 2 considered sample size, standard
error, and tolerance for the confidence interval width, making it the more appealing option. Why
would a patient take the chance of only reducing pain from 7 to 6.5 with Treatment 1? This example
illustrates that carefully planning the tolerance of the confidence interval is essential to produce re-
search results of sufficient quality to provide practical value and actionable benefit (Calin-Jageman &
Cumming, 2019; Rosenthal & Rosnow, 2008). The key insight from an estimation viewpoint is that
confidence intervals provide valuable information with respect to plausible effect sizes that would be
lost in a binary NHST decision.

STATISTICAL SIGNIFICANCE VS. EFFECT SIZE

Table 1 presents illustrative results from example studies comparing treatment and control groups on
the same outcome variable using an independent samples ~test with equal group sizes. The underly-
ing scores were generated to produce a consistent large effect, with subsamples of increasing size (to-
tal N = 10 to 200), holding the observed mean difference constant at 1.80 for pedagogical clarity.
Several observations can be made with respect to statistical significance and effect size. Notice that
the results from Study 1, a very small, nonsignificant sample, have essentially the same effect size as
Study 5, a larger statistically significant sample. The point estimate, representing the best single esti-
mate of a population parameter, remains constant at 1.80 across all five studies, regardless of sample
size. In this example, the point estimate is the raw mean difference between the treatment and con-
trol groups. The confidence interval provides, generally, a 95% level of confidence that the true pop-
ulation parameter is between the lower and the upper bounds, though the precision improves sub-
stantially as the sample size increases.

Table 1. Summary results for five example studies

Sample Size Standard Point 95% CI
Study # T (E AN p value Error Estimate Cohen’s d 1L & UL
1 10 217 134 1.80 85 1.29, 4.89
2 20 059 0.89 1.80 90 20.08, 3.68
3 50 .002 0.55 1.80 93 0.70, 2.90
4 100 <.001 0.38 1.80 94 1.04, 2.56
5 200 <.001 0.27 1.80 94 1.27,2.33

Note. Data are simulated with scores constructed to fix the point estimate at 1.80 across all subsamples, bighlighting the effect of
samiple size on p-value, standard error, and confidence interval width. Coben’s d shows a minor increase across subsamples due to
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small-sample variance estimation artifacts, but stabilizes as sample size increases. Point estimate = raw mean difference between
treatment and control groups; d calenlated using pooled SD.

For example, Study 1 was a pilot study that contained only five participants in each group, whereas
Study 5 included 100 participants per group. The first observation from Table 1 is that the results
from Study 1 are not statistically significant (p = .217); however, the point estimate is 1.80. When
standardized and evaluated using Cohen’s d, this corresponds to a large effect size (Cohen’s & = .85),
similar to the largest subsample (Study 5, 4 = .94, p < .001). As the sample size increases, the point
estimate remains identical across all five studies, and the effect size remains essentially unchanged
(Cohen, 1988). The larger sample simply provides greater precision and a narrower confidence intet-
val because it has a smaller standard error (Lakens, 2013).

Another key observation is that as the sample size increases, the standard error decreases. The stand-
ard error is technically defined as the standard deviation of the sampling distribution of an estimator
(e.g., a sample mean or a mean difference). In practice, a smaller standard error indicates less sam-
pling variability and therefore a more precise estimate of the population parameter (Gravetter &
Wallnau, 2017). In Table 1, the standard error reported is the standard error of the mean difference
between the two groups, rather than the standard error of either group mean individually, which ac-
counts for values greater than 1.00 in smaller samples. Consequently, larger samples yield more pre-
cise population estimates with respect to both the point estimate and the confidence interval.

In the example provided, the standard error decreases from SE = 1.34 in Study 1 to SE = 0.27 in
Study 5. The 95% confidence interval in Study 1 is [-1.29, 4.89], meaning that the true population pa-
rameter could fall anywhere within that range. The advantage of the smaller standard error is evident
in Study 5, where the 95% CI narrows to [1.27, 2.33], providing a much more precise and practically
meaningful estimate of the true population parameter. Even in Study 3 (N = 50), where results reach
statistical significance (p = .002), the confidence interval remains wider than in the larger subsamples,
underscoring that statistical significance alone does not guarantee precision. Study 4, with 50 partici-
pants per group, falls below the minimum a priori sample size of 64 participants per group based on
calculations using a = .05, 1 - § = .80, and 4 = .50. Nevertheless, results indicated a large effect (4 =
.94). This underscores the importance of reporting effect size even when the sample is small or
smaller than anticipated. When supervising students who are unable to obtain the full a priori sample
size, research supervisors should help them recognize that such results would still be meaningful and
provide sufficient data for interpretation and reporting.

Planning the sample with both power and precision

As demonstrated in Table 1, planning the sample size with respect to confidence interval precision
may be as important as, or even more important than, planning based solely on statistical power. The
focus of precision-based sample size planning is on the effect size and the desired width of the confi-
dence interval rather than on statistical power. Researchers can plan a precision-based sample size by
using calculations involving either the standard error or the expected standard deviation (Calin-Ja-
geman & Cumming, 2024). The formula for determining the confidence interval half-width for a sin-
gle mean is:

CI half-width = #(critical) X SE, where SE = SD/n.
For group comparison, the formula must be adjusted for two means:
CI half-width = fcritical) X SE, where SE = §D X \(2/2)

In a standard power analysis for a ~test, a sample size of 64 participants per group is required to
achieve 1 - § = .80, assuming ¢ = .50. For the mean group difference, if the expected 5D is 1.5, then
SE =15X \/(2 /n) = 0.27; a value that would decrease with a larger sample size. To determine the
number of participants needed based on a desired confidence interval width, the formula is:

n =2 X (#ctitical) x SD / desired half-width)2.
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Because critical # depends on df, which requires estimating 7, sample size planning can begin with z =
1.96 as an initial estimate. Once a preliminary # is obtained, critical # for the corresponding df can be
substituted and the calculation repeated until # stabilizes. For example, using a 0-10 pain scale out-
come, if a researcher desired a CI half-width =< 0.5 and the estimated D = 1.5 from prior literature,
and using ¢ = 1.96 as the initial critical value, the calculation is » = 2 X (1.96 x 1.5 / 0.50)* = 70 pat-
ticipants per group (140 total participants). For a half-width of < 0.25, the calculation is # = 2 X (1.96
x 1.5 / 0.25)? = 277 participants pet group (554 total participants), a fourfold increase.

To extend this example, assume the treatment produced a 2-point reduction in pain on a 0-10 scale.
Using a traditional power-based approach (IN = 128), the results yield a point estimate of 2.00 with a
95% CI of [1.48, 2.52]. In contrast, the precision-based approach (IN = 554) produces the same point
estimate of 2.00 with a narrower 95% CI of [1.75, 2.25]. Although both approaches identify the same
point estimate of 2.00, the power-based approach produces an interval width of 1.04, whereas the
precision-based approach produces an interval width of only 0.50. Tolerance for the width of the
confidence interval is an important consideration, as it can influence the practical interpretation of
findings. A wider confidence interval may be acceptable for exploratory research, but greater preci-
sion is generally required in applied contexts such as organizational decision-making, clinical practice,
ot policy development.

When doctoral students apply an alpha correction to adjust the a for multiple comparisons under a
supervisor’s guidance, they encounter an interesting dilemma that supervisors should help them navi-
gate. Procedures like Bonferroni, Newman-Keuls, and others reduce o to minimize the risk of a Type
I error within the NHST framework. However, when the effect size is central to the research ques-
tion, it is essential to understand how these corrections alter the interpretation of the data. Cohen
(1994) referred to this as the “sophisticates” problem (p. 1000), which occurs when correction proce-
dures reduce statistical power to the extent that only studies with large observed effects achieve sta-
tistical significance. Consequently, researchers who apply these corrections may report inflated effect
size estimates that do not accurately represent true population parameters.

For example, if the true effect is 4 = .35 but an alpha (a) correction requires an observed effect of &
= .70 to reach statistical significance, published findings may cluster around 4 > .70. This occurs not
because the population effect is that large, but because smaller effects fail to meet the more stringent
significance threshold. This is an illustration of how frequentist, dichotomous thinking can conflict
with estimation thinking. This underscores the importance for research supervisors to ensure that
their students thoroughly understand these concepts, evaluate their implications, and design research
that yields meaningful and interpretable results.

Research supervisors have an important responsibility to help students understand that the ultimate
goal of their research should not be merely statistical significance but rather reliably estimating the
true effect with statistical precision. Estimation thinking provides a valuable alternative to traditional
NHST by emphasizing careful design, adequate sample size planning (Box 2), and the reporting of all
findings with confidence intervals, regardless of statistical significance. Modern software tools such
as G*Power (Faul et al., 2009) and Exploratory Software for Confidence Intervals (esci; Calin-Ja-
geman, 2026) can support supervision by facilitating precision-based sample planning and estimation-
focused interpretation, respectively.

BEST PRACTICES FOR DOCTORAL RESEARCH SUPERVISORS

Best-practice analyses show that effective supervision relies on clear expectations, strong communi-
cation, and a pedagogical approach that guides students toward increasing independence while
providing structured support (Polkinghorne et al., 2023). The statistical concepts presented in the pa-
per are intended to equip research supervisors with tools to help their doctoral students think criti-
cally about their approach to research, from planning sample size to selecting an appropriate statisti-
cal analysis to interpreting results. Research supervisors should help their students understand that

10



Mulder & Moses

viewing statistical analysis from an estimation perspective requires a different mindset than the tradi-
tional frequentist approach of NHST (Cumming, 2012).

Box 2: Guiding doctoral students on sample size planning
(power + precision approach)

When advising on sample size, supervisors should help students plan sample size using both
power-based (detect non-zero effect) and precision-based (narrow CI for interpretable estimates)
methods (Cumming, 2012). Use G*Power (Faul et al., 2009) for power calculations; supplement
with precision checks from literature or manual formulas (Cohen, 1988).

Step-by-Step Sequence for Supervisors:

1. Define the research question and expected effect size
* Review prior studies or use Cohen’s conventions (small 4 =.20, medium & =.50, large 4 =.80)
* Student Question: “What is the smallest effect size you consider meaningtul?”’
* Student Question: “What CI width would make results actionable?”

2. Compute a priori power analysis in G¥Power
* Select test family (e.g., 7 tests — two independent means)
* Input: effect size 4, a = 0.05, power = 0.80, allocation ratio = 1
* Calculate, note required N
* Student Question: “If we lower effect size to 4 = ?, how much does N increaser”

3. Evaluate the precision of the planned sample
* Formula: half-width ~ 2 X (SD / \)
* Example: SD = 2.5, desired half-width = 0.5, » = 100 per group
e Compare: “Is the CI narrow enough to distinguish meaningful effects?”

4. Adjust as needed
e If power 7 is too small for power or precision, increase # or change assumptions
* Repeat calculation in G*Power as needed to complete plan

5. Document decisions: Reporting effect size justification, power target, precision goal, proposed
or final .

Key Teaching Point:

Statistical power detects the existence of an effect, while statistical precision makes the estimate
useful. Combine both power and precision for actionable, reproducible, and meta-analytically val-
uable dissertations

11
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Box 3: Mini meta-analytic exercise: Synthesizing effect sizes

Purpose for Supervisors: Guide students to view research cumulatively (each study as one “par-
ticipant” in a larger evidence base). This promotes precision interpretation, highlights reporting
quality, and prepares for meta-analytic contributions from their own work.

Assignment Instructions for Students (assign early, e.g., proposal or statistics courses):

1. Select 3-5 comparable studies/dissertations

o Narrow topic related to your research question (e.g., “exercise effect on college student
anxiety”).

o Sources: ProQuest Dissertations, Google Scholar, program repository, recent publica-
tions.

o Inclusion: Similar design/outcomes; report effect sizes or convertible statistics.

2. Extract key estimation information (use table/spreadsheet):

Study ID/authot/year

Sample size (# per group/total)

Effect size (e.g., Cohen's 4, partial 72 7) and direction

95% CI (calculate if needed using Appendix B or esc))

Effect size justification (literature or Cohen conventions?)

p value interpretation (correct conditional or misused?)

o Substantive discussion (practical significance, prior comparison, CI precision?)

O O 0O O O O

3. Perform simple mini-meta-analysis (estimation-focused):

o Average effect sizes (e.g., unweighted mean of d values; note heterogeneity). Use ese/ in
jamovi/R for visualization (forest plots, CI ovetlap) if available.

o Assess precision (average CI width; discuss ovetlap/meaningful thresholds).

o Evaluate reporting quality: effect size in planning? literature-grounded metric? p value
dichotomous only? effect size + CI per APA 7? substantive discussion (beyond signifi-
cance)?

4. Reflect and discuss (2-3-page summary or meeting prep):

o What cumulative picture emerges (e.g., consistent effects, wide Cls needing precision)?

o How does reporting vary? What NHST pitfalls appear?

o Implications for your dissertation: How will you improve (e.g., literature-justified effect
size, precision focus)?

o Ifused esez, how did visualizations clarify patterns?

Supervisor-Student Script Prompts:

o “Which studies best showed estimation thinking? What made effect sizes/Cls interpret-
8 p

abler"

o “Did authors rely on Cohen’s conventions, or did literature-based justification

strengthen planning?”

“Did any misinterpret p values? How does this affect trust?"

“How wide were ClIs on average? What does that say about practical value?"

“How can your work contribute better data to future meta-analyses?"

o “How can this exercise improve synthesis and your literature review?”

O O O

Key Teaching Point: Shifts focus from single-study significance to cumulative estimation. Dis-
sertations gain meta-analytic value with precise effect sizes and Cls, regardless of p value. Builds
skills for reproducible, application-relevant research benefiting society.

12
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Research supervisors should recognize that for their doctoral students, the dissertation represents an
entry point into the world of research and scholarly contribution. Supervisors should help students
understand that dissertations make a valuable contribution to science when quantitative results in-
clude effect sizes and confidence intervals, regardless of the p value. The following guidelines and
best practice recommendations for research supervisors are consistent with Wilkinson & Task Force
on Statistical Inference (1999), Kline (2013), and the Publication Manual of the American Psychological As-
soctation (2020):

1. Encourage students to review the literature from a meta-analytic perspective, paying atten-
tion to effect sizes rather than just statistical significance and p values (Box 3).

2. Guide students to plan the sample size using both power-based and precision-based ap-
proaches.

3. Ensure students understand all reported statistics, whether descriptive or inferential, includ-
ing the standard error, p value, alpha (), point estimate, effect size, confidence interval, and
other related concepts.

4. Require students to report effect sizes and confidence intervals whenever a p value is re-
ported.

5. Teach students to report the effect size and confidence interval in the context of the de-
pendent variable and in comparison with findings reported in the literature.

6. Require students to report standardized effect sizes using the appropriate effect size index.
7. Teach students to interpret the effect size index benchmarks (e.g., 4 = .20, .50, and .80) as
starting points that require contextual interpretation from the literature.

8. Help students to interpret results through a meta-analytic lens, viewing each study as an im-
portant contribution to a cumulative body of literature, regardless of statistical significance.

Roadmap: Supervisor questions to guide students across dissertation stages

Supervisors are uniquely positioned to help doctoral students move beyond over-reliance on null hy-
pothesis significance testing (NHST) and adopt estimation thinking throughout the dissertation pro-
cess. The following roadmap offers targeted questions that can be asked at the proposal, analysis, and
defense stages. These prompts encourage students to prioritize effect sizes and confidence intervals,
justify choices with literature, interpret results substantively, and consider the cumulative, meta-ana-
lytic value of their work. This structure organizes these best practices into concrete questions supet-
visors can use at each major dissertation milestone.

Proposal Stage:

At this eatly point, questions should focus on design decisions and planning:

e What is the smallest effect size you consider practically meaningful in this context, and how
did you derive that value (e.g., from prior studies or meta-analyses, rather than defaulting to
Cohen’s conventions)?

e Have you calculated both power-based and precision-based sample sizes? What target confi-
dence interval width would make your results interpretable and actionable?

e How will you justify your sample size in the proposal, including the expected effect size,
power target, and precision goal?

e If prior literature provides limited or inconsistent effect size estimates, how will you docu-
ment your rationale for the value chosen?

e In what ways will your study produce precise, aggregable data (effect sizes and confidence
intervals) that can contribute to future meta-analyses?
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Analysis Stage:
During data analysis and write-up, shift the focus to interpretation and reporting:

e What are the point estimates and 95% confidence intervals for your primary effects? How
wide are the intervals, and does that width support meaningful conclusions?

e How does your observed effect size compare — in magnitude and precision — to previous
studies, beyond whether the result was statistically significant?

e If you obtained p < .05 (or p > .05), how are you interpreting the p value correctly (as condi-
tional probability under the null hypothesis) and avoiding common misinterpretations?

e Have you reported effect sizes and confidence intervals for all key analyses in line with APA
7th edition standards?

o Beyond statistical significance, what practical, clinical, or theoretical significance do your
tindings hold, and how have you addressed limitations in precision or generalizability?

Defense Stage:

In the final defense, questions can prompt reflection and forward-thinking:

e How has your dissertation incorporated estimation thinking (emphasis on effect sizes and
confidence intervals) rather than relying primarily on NHST dichotomies?

e If a committee member asks about the meaning of a p value, how would you explain the dif-
ference between conditional probability (p = (Data | Hg)) and frequent misconceptions (e.g.,
p as the probability the null is true)?

e In what ways does your work provide high-quality, precise data that can be readily incorpo-
rated into future meta-analytic syntheses?

e Reflecting on the process, what changes to design, analysis, or reporting would have im-
proved the precision or interpretability of your results?

e How will the principles of estimation thinking and cumulative science shape your future re-
search or professional practice?

Supervisors can weave these questions into meetings, written feedback, or mock defenses as needed.
They serve as a flexible guide to help students produce more interpretable, reproducible, and meta-
analytically valuable dissertation research. While understanding these concepts is valuable for supervi-
sors mentoring students to become informed consumers of research, it is even more important when
guiding those who produce original research. By guiding students to consider each aspect of their
study through this lens, supervisors can help them enhance their ability to design, interpret, write,
communicate, and defend their research with greater clarity and confidence.

Overcoming barriers

Several batriers to implementing estimation thinking may arise for research supervisors. First, com-
mittee members (and some students) with prior investment in NHST may resist de-emphasizing p
values. Second, shifting to estimation often requires learning or adapting software tools such as
G*Power or esci in new ways. Third, much existing literature relies heavily on p values with limited
effect size or confidence interval reporting. These challenges present mentoring opportunities. Plan-
ning quantitative research from an estimation perspective deepens students’ understanding of meth-
odology and design. Using tools like G¥*Power or esci becomes a meaningful learning experience ra-
ther than rote mechanics. When students grasp the philosophy and mechanics of estimation, they can
interpret effect sizes (e.g., Cohen’s d) in context with prior results rather than relying on dichotomous
significance. Supervisors using this toolkit can transform these barriers into opportunities for deeper
learning and more interpretable, reproducible dissertation research.
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CONCLUSION

In sum, research supervisors play a critical role in helping doctoral students think critically about re-
search design, understand their analysis, and cleatly report and defend both design decisions and re-
sults. As students transition from consumers to producers of research, knowledge of the NHST con-
troversy, estimation thinking, and meta-analytic logic becomes essential. The publication landscape
continues to evolve from dichotomous NHST interpretations toward estimation approaches (Kline,
2013), with growing emphasis on effect sizes enabling unpublished or emerging work to contribute
meaningfully to cumulative science — an evolution decades in the making (Cohen, 1994). Supervisors
who guide students through this shift expand opportunities for meaningful scientific contributions,
helping novice researchers uncover insights that NHST alone may obscure and value results beyond
statistical significance. Freed from the pass/fail mindset of p < .05, students can offer nuanced inter-
pretations via effect sizes and confidence intervals, aligning with meta-analytic goals and fostering
deeper substantive understanding. By teaching estimation thinking, integrating power and precision
in design, and valuing all methodologically sound results, supervisors prepare the next generation to
advance knowledge and contribute to cumulative science regardless of p values.

To support this goal, the paper provides a concise supervisory toolkit that can be applied immedi-
ately in dissertation mentoring. The practical resources delivered in this article include:

e Box 1: NHST Quick-Check Quiz

e Box 2: Checklist: Power + Precision sample-size planning

e Box 3: Mini meta-analytic exercise (estimation-focused synthesis)

e Supervisor—Student Roadmap: Proposal, analysis, and defense stage questions

e Appendix A: Effect-size indices mapped to 10 common statistical tests

e Appendix B: Manual computation formulas with interpretation benchmarks

e Worked Examples: Pain scale (0—10) and BDI-II illustrations of estimation and preci-

sion-based planning

These tools offer immediate, practical support for research supervisors who are mentoring the next
generation of researchers toward reproducible, interpretable, and meta-analytically valuable quantita-
tive research. We look forward to seeing their results.
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APPENDIX A: STATISTICAL TESTS AND EFFECT SIZE INDICES

Test

Effect size indices

g-fest

Cohen’s d, Glass’s A

Independent #test

Cohen’s 4, Pearson’s r, Hedge’s g, Glass’s A

Paired ~test

Cohen’s dz, Cohen’s day, Pearson’s r

Between-Subjects ANOVA

Eta squared (7?), Partial eta squared (7%p), Cohen's /, Omega squared
(@)

Repeated Measures

Partial eta squated (77p), Generalized eta squared (n?G), Cohen's f

ANOVA
Mixed ANOVA Partial eta squared (7%p), Generalized eta squared (n°G)
ANCOVA Partial eta squared (7°p), Adjusted means

Pearson Correlation

Pearson’s r, Coefficient of Determination (9

Single Linear Regression

R? Cohen’s f Standardized g

Multiple Linear Regression

R? Adjusted R? Partial 7% Semi-partial 7% Cohen’s /%
Standardized

Chi-Square

Phi (¢), Cramer’s V, Cohen’s », Odds Ratio
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APPENDIX B: EFFECT SIZE FORMULAS

Test .Eff‘ect Formula Interpretation Supporting
size index benchmarks references
g-test Cohen’s d d= M —po) / SD Small = 0.20; Medium | Cohen (1988),
= 0.50; Large = 0.80 Gravetter &
Wallnau (2017)
Independ- | Cohen’s 4, d= My — M) / SDpooled, | Small = 0.20; Medium | Cohen (1988),
ent Hedges’ g where SDpooled = \/[(SD1 = 0.50; Large = 0.80 Field (2018)
test + 5Dy)/2]
Paired #test | Cohen’s dz dz = (Maitterence) / SDuitter- | Small = 0.20; Medium | Cohen (1988),
ence = 0.50; Large = 0.80 Cumming
(2012)
Between- 7 (eta N = SShetween / SStoul Small = 0.01; Medium | Kline (2013),
Subjects squared), par- = 0.06; Large = 0.14 Field (2018)
ANOVA tial 1?
Repeated Partial n? N2 = SSetrect / ($Sefieee + | Small = 0.01; Medium | Field (2018),
Measures SSerror) = 0.06; Large = 0.14 Cumming
ANOVA (2012)
Mixed Partial 72 N2 = SSetrect / ($Sefieee + | Small = 0.01; Medium | Field (2018),
ANOVA S Serror) = 0.06; Large = 0.14 | Kline (2013)
ANCOVA | Partial n?, w? 02 = (SSefrect — dfeffect X Small = 0.01; Medium | Kline (2013),
MSereor) / ($Siom + MSer- | = 0.06; Large = 0.14 Cohen (1988)
ror)
Pearson 7 r¥r = 7> = variance ex- 7 Small = 0.10; Me- Cohen (1988),
Cortrelation plained dium = 0.30; Large = | Cumming
0.50 (2012)
Single R? (Coefficient | R2 = SSregression / SStol R?: Small = 0.02; Me- | Kline (2013),
Linear of dium = 0.13; Large = | Field (2018)
Regression | Determination) 0.26
Multiple R?, £ P=R2/(1-R? 7+ Small = 0.02; Me- Cohen (1988),
Linear dium = 0.15; Large = | Kline (2013)
Regression 0.35
Chi-Square | ¢ (phi), 9= \/\5)(2 / N); Small = 0.10; Medium | Cohen (1988),
Cramer’s V o2/ [INX (k- = 0.30; Large = 0.50 | Gravetter &
Wallnau (2017)

Note. d = standardized mean difference (independent samples); 4, = standardized mean difference
based on z-standardized difference scores (paired samples); M = sample mean; u = population mean;

SD = standard deviation; 5§ =

distribution; n? =

eta squared; 12,

= partial eta squared; w? =

sum of squares; MS = mean square; SE = standard error; df = degrees
of freedom; N = total sample size; # = sample size per group; #(critical) = critical # value from the t

omega squared; ¢ = phi coefficient; [

= Cramer’s V; R? = coefficient of determination; £ = local effect-size index for regression; » = corre-
lation coefficient; £ = number of categories or groups. Research supervisors should encourage their
students to verify calculations using statistical software (e.g., SPSS, R, or similar) and consult the Pub-
lication Manual of the American Psychological Association (Tth ed.) for additional reporting guidance.
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APPENDIX C: NHST QUICK-CHECK QUIZ: CORRESPONDING
ANSWERS AND EXPLANATIONS

10.

False. A confidence interval means that if the same procedure were repeated many times,
about 95% of the intervals constructed would contain the true parameter. Once a specific
interval is realized, the parameter either is or is not within it—the 95% refers to the long-run
performance of the procedure, not to the probability associated with any single interval.

False. The p value is p(Data this extreme or more extreme | Hy), not p(Ho | Data). Confus-
ing these two is the inverse probability fallacy. The p value conditions on the null being true;
it says nothing about the probability that the null actually is true.

True. o is the pre-specified, long-run rate of rejecting a true null hypothesis (false positive)

when using a given decision rule. These are conventions, not absolutes, and can be adjusted
based on study goals—critically, « must be set before data collection to function as a mean-
ingful error rate.

False. NHST can provide evidence against Hy under its assumptions; it does not prove Hy
true. A significant result is compatible with Hg being false and with many different values of
the true effect—“proof” is not a category that applies to probabilistic inference.

True. § is the probability of failing to reject a false Hy (false negative). Power (the probabil-
ity of correctly rejecting a false Hg) is therefore 1 — f. Both depend on the true effect size,
sample size, and «, which is why power analysis should inform design rather than be treated
as a post-hoc calculation.

False. The p value reflects the probability of obtaining results at least this extreme under Hg;
it does not index the magnitude of an effect. A trivially small effect can produce p <.001
with a large enough sample. Effect size must be reported and interpreted separately, with at-
tention to both magnitude and practical context.

True. Standatd error is typically a function of o/ Vn, so as sample size increases, standard er-
rors shrink, test statistics grow larger for the same effect size, and p values decrease accord-
ingly (see Table 1 for examples). This is why statistical significance and practical importance
must be evaluated independently.

False. Practical importance depends on the magnitude of the effect, the context of the re-
search, and the consequences of acting on the finding, not on whether a threshold was
crossed. A result can be statistically significant and trivially small in practical terms, particu-
larly with large samples.

False. NHST does not confirm Hy; it only fails to reject it. Nonsignificance may reflect low
statistical power, high variability, a small true effect, or some combination of these. Absence
of evidence is not evidence of absence, and treating nonsignificance as confirmation of the
null is a consequential error in equivalence and replication research.

False. This is the replication fallacy. The p value is not a statement about replication proba-
bility. Replication likelihood depends on the true effect size, the power of the replication
study, sampling variability, and how faithfully the original procedure is reproduced. A p value
of .01 obtained in a single study provides no direct estimate of replication probability, and
observed p values are themselves highly variable across repetitions even when the true effect
is stable.
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